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The big picture

I Fully autonomous discovery, simulate all aspects of the conventional

research process (e.g., ideation, experiment execution, paper writing).
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Genesys (Cheng et al., 2025)[NeurIPS] CodeScientist (Jansen et al., 2025b)[Findings ACL]
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The big picture: quickly becoming mainstream
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The big picture: quickly becoming mainstream

Problem: Remain very complex, lots of engineering.

3



Quick look at Genesys again

I Genesys: Autonomous research agent for language model architecture

research.

Web Search Agent

External Sources

Paper Vector DB

BLiMP

🪐SmolLM
Automated Trainer

...

Automated Evaluator

Reference Library

Realtime Leaderboard

LM-Eval GLUE

library

verifier tree
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Expensive veri�cation, indiscriminate

I Genesys: Autonomous research agent for language model architecture

research.

Veri�cation is expensive, bottleneck
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Expensive veri�cation, indiscriminate

I Genesys: Autonomous research agent for language model architecture

research.

After months, only veri�ed 1,062 new LM designs with pre-training.

Real research is more deliberate, forecasting.
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Forecasting and deep analysis

https://genesys.allen.ai/
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Forecasting and deep analysis

https://genesys.allen.ai/

Problem: current agents do not incorporate extensive decision support,

feasibility analysis.
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Forecasting and deep analysis

https://genesys.allen.ai/

This work: agent framework for deep analysis and forecasting, economics

forecasting and materials science experiment feasibility analysis.
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Current deep research agents

Test-time scaling, tool calling; massive CoTs.
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Test-time scaling, tool calling; massive CoTs.
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Current deep research agents

Problem: Not scalable, limited to free-form text, doesn't model

uncertainty, lacks compositional structure.
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Current deep research agents

This work: framework for scalable, soft compositional reasoning;

improved performance over commercial agents.
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Current deep research agents

This work: framework for scalable, soft compositional reasoning;

improved performance over commercial agents.

How do we do principled uncertainty reasoning?
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Current deep research agents

This work: framework for scalable, soft compositional reasoning;

improved performance over commercial agents.

Analytica: deep research agent architecture, forecaster
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Analytica work
ow and framework

I Input: A forecasting problem or hypothesis to investigate, e.g.,

Query: Scaling linear attention to � 100B parameters will
improve pre-training robustness.

Scaling linear attention to �
100B parameters will improve
pre-training robustness.

Strong empirical evidence sup-
ports this claim.

f (0:65; 0:34)

f (0:31; 0:02)
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Modeling challenges and decisions

I Input: A forecasting problem or hypothesis to investigate, e.g.,

Query: Scaling linear attention to � 100B parameters will
improve pre-training robustness.

0.1

Scaling linear attention to �
100B parameters will improve
pre-training robustness.

0.31

...

0.02

Linear attention improves the
ability to model long-distance
dependencies.

Strong empirical evidence sup-
ports this claim.

0.65

... ...

f (0:65; 0:34)

f (0:31; 0:02)

I What agents to do we use and for what use cases?

Search and coding LLM agents, economic forecasting and material
science experiment feasibility.
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Modeling challenges and decisions

I Input: A forecasting problem or hypothesis to investigate, e.g.,
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0 + � 0

10:65 + � 0
20:34
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0 + � 1
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20:02

I System design principles

1. Most agentive computation is focused on evidence (leaf) nodes.
2. Evidence is propagated via linear synthesis.
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Modeling challenges and decisions

I Input: A forecasting problem or hypothesis to investigate, e.g.,

Query: Scaling linear attention to � 100B parameters will
improve pre-training robustness.

0.1
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0.31

...

0.02

Linear attention improves the
ability to model long-distance
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0.001
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0.650.65

...

0.34

...

� 0
0 + � 0

10:65 + � 0
20:34

� 1
0 + � 1

10:31 + � 1
20:02

Why these choices, linear synthesis?
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Demo
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Demo

How does analytica perform?
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Results: Economic forecasting
I Real-world �nancial market tasks (one long/short equity predictions) and

polymarket prediction tasks (Cheng and Chin, 2024):

Input: Long nvidia and hold for the year is the best.
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